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ABSTRACT

M comes from MySQL, it is an open source database management
system (DBMS). Its name is a combination of "My", that is the name
of co-founder Michael Widenius's daughter, and "SQL", the
abbreviation for Structured Query Language. MySQL Community
Server is free and open source software under the terms of the GNU
General Public License, and is also available under a variety of
proprietary licenses. MySQL was owned and sponsored by the
Swedish company MySQL AB (a dirty trick of My-SQ-LAB, last L and
A and B it is LAB from Laboratory), which was bought by Sun
Microsystems (now Oracle Corporation). In 2010, when Oracle
acquired Sun, Widenius forked the open source MySQL project to
create MariaDB, right now a real challenge for LAMP. MySQL is a
component of the LAMP Technology Web Application Software
Stack (and others), which is an acronym for Linux, Apache, MySQL,
Perl/PHP/Python reason of this paper. MySQL is used by many
database-driven web applications, including Drupal, Joomla, phpBB,
and WordPress. MySQL is also used by many popular websites,
including Facebook, Flickr, MediaWiki, Twitter, Google, FIFA, UEFA
and YouTube. I. Data Base Storage Engine. This is a term to
indicate the underlying software component that a database
management system (DBMS) uses to create, read, update and
delete (CRUD) data from a DataBase, these characteristics are
necessary as it relates to persistent storage. It is not meant to
describe everything that could be done by a database engine. As a
comparison, a vehicle is a device used for transport but this
definition certainly doesn't include all the detail entailed in a modern
automobile. An engine might handle multiple users, transactions,
MVCC (Multiversion Concurrency Control), buffers and caches,
ACID (atomicity, consistency, isolation, durability), as well as
different isolation levels. A read may pull data from memory, remote
databases, and multiple tables on disk processing it using SQL
through multiple explicit and/or implicit code paths in order to
present it to the requesting application. A create may allocate
storage, provision structures, assign values, and do it is own
processing before storing data. InnoDB is a general-purpose storage
engine that balances high reliability and high performance. In
MySQL 5.7 Community Server, InnoDB is the default MySQL
storage engine. Unless that it has configured a different default
storage engine, issuing a:

It describes the second part of what LAMP Technologies are,
updated to 2020. Also defines what new-noncompatible platform is.
It shows how LAMP Software Technology is used to develop
information systems on a noncompatible platform being the basis of
IoT and 4.0 Internet Industry. It combines IEEE 802.3 and SCRUM
Methodology as Technology Standard to make LAMP Software
Technology keeps itself as a standard. It is shown Apache HTTP
Web Server version 2.4.41 as Web Server. It is included as standard
in most binaries distributed Apache Organization when it is using
MySQL 8.0.19 as Data Base Management System and PHP 7.4.2
Applications Server and Programming Internet Language. It is writen
to anyone who use and apply LAMP Technology over any
compatible and non-compatible platform.
I NT RO DU CT I O N
Since 2004 until now the Hardware has evolved dramatically, if we
had had a crystal ball we would never have imagined how these
changes would have been and especially the permanence of the
LAMP Software Technology. In 2006 we wrote that with those two
articles where the project was finished, now we laugh at that year
because LAMP Software Technology was just expanding throughout
the world. From 1999 our team has worked on LAMP Software
Technology, we were trying to make our students have Apache,
MySQL and PHP without having to install LINUX on their computers
for the Operating System licenses of that time and for not being able
to have enough funds to buy licenses for the technology that
accompanied that platform, and curiously now it is free too, we set
out to take advantage of our laboratory licenses and develop a
strange combination of Apache, MySQL and PHP for our computers,
It is the same one that we published in 2004 and that a year earlier
had been rejected for not complying with the highest quality
standards worldwide, the IEEE Standards, but which we took into
account and obtained what was the beginning of many successes in
the IEEE. Now, we proudly present a remake of this successful 2004
article incorporating what is now the current technological
development of LAMP Software Technology from the new
unsupported platforms. We hope you enjoy reading this article just
as we enjoy writing it.

CREATE TABLE student;

statement without an
ENGINE = ;

clause creates an InnoDB table. The four key advantages of this
engine over all other engines are 1. Its DML operations follow the
ACID model, with transactions featuring commit, rollback, and crashrecovery capabilities to protect user data. 2. Row-level locking and
Oracle-style consistent reads increase multi-user concurrency and
performance. 3. InnoDB tables arrange your data on disk to optimize
queries based on primary keys. Each InnoDB table has a primary
key index called the clustered index that organizes the data to
minimize I/O for primary key lookups. 4. To maintain data integrity,
InnoDB supports FOREIGN KEY constraints. With foreign keys,
inserts, updates, and deletes are checked to ensure they do not
result in inconsistencies across different tables.

1

II. Benefits of Using MySQL. It can be find InnoDB tables beneficial
for the following reasons: – If the server crashes because of a
hardware or software issue, regardless of what was happening in
the database at the time, it is not necessarily to do anything special
after restarting the database. InnoDB engine crash recovery in an
automatically way finalizes any changes that were committed before
the time of the crash, and undoes any changes that were in process
but not committed. Just restart and continue where you left off. –
The InnoDB storage engine maintains its own buffer pool that
caches table and index data in main memory as data is accessed.
Frequently used data is processed directly from memory. This cache
applies to many types of information and speeds up processing. On
dedicated database servers, up to 80% of physical memory is often
assigned to the buffer pool. – If it is splited up related data into
different tables, you can set up foreign keys that enforce referential
integrity. Update or delete data, and the related data in other tables
it is updated or deleted automatically. Try to insert data into a
secondary table without corresponding data in the primary table, and
the bad data gets kicked out automatically. – If data becomes
corrupted on disk or in memory, a checksum mechanism alerts you
to the bogus data before you use it. – When the design of the
database with appropriate primary key columns for each table,
operations involving those columns are automatically optimized. It is
very fast to reference the primary key columns in WHERE clauses,
ORDER BY clauses, GROUP BY clauses, and join operations. –
Inserts, Updates, and Deletes are optimized by an automatic
mechanism called change buffering. InnoDB not only allows
concurrent read and write access to the same table, it caches
changed data to streamline disk I/O. – Performance benefits are not
limited to giant tables with long-running queries. When the same
rows are accessed over and over from a table, a feature called the
Adaptive Hash Index takes over to make these lookups even faster,
as if they came out of a hash table. – It can be compressed tables
and associated indexes. – It can be created and droped indexes with
much less impact on performance and availability. – Truncating
a file-per-table tablespace is very fast, and can free up disk space
for the operating system to reuse, rather than freeing up space
within the system tablespace that only InnoDB can reuse. – The
storage layout for table data is more efficient for BLOB and long text
fields, with the DYNAMIC row format. – It can be monitored the
internal workings of the storage engine by each query getting
INFORMATION_SCHEMA tables. – It can be monitored the
performance details of the storage engine by querying Performance
Schema tables. – It can freely mixed InnoDB tables with tables from
other MySQL storage engines, even within the same statement.
InnoDB has been designed for CPU efficiency and maximum
performance when processing large data volumes. – InnoDB tables
can handle large quantities of data, even on operating systems
where file size is limited to 2GB. UML 2.5 and MySQL Tables. –
Specifying a primary key for every table using the most frequently
queried column or columns, or an AUTO_INCREMENT value if there
is no obvious primary key. –Using joins wherever data is pulled from
multiple tables based on identical ID values from those tables. For
fast join performance, define foreign keys on the join columns, and
declare those columns with the same data type in each table.
Adding foreign keys ensures that referenced columns are indexed,
which can improve performance. Foreign keys also propagate
deletes or updates to all affected tables, and prevent insertion of
data in a child table if the corresponding IDs are not present in the
parent table. – Turning off autocommit. Committing hundreds of
times a second puts a cap on performance (limited by the write
speed of your storage device).

– Grouping sets of related DML operations into transactions, by
bracketing them with START TRANSACTION and COMMIT
statements. While it does not want to commit too often, and it does
not also want to issue huge batches of INSERT, DELETE or
UPDATE statements that run for hours without committing. – Not
using LOCK TABLES statements. InnoDB can handle multiple
sessions all reading and writing to the same table at once, without
sacrificing reliability or high performance. To get exclusive write
access to a set of rows, use the SELECT … FOR UPDATE syntax
to lock just the rows you intend to update. – Enabling the
innodb_file_per_table option or using general tablespaces to put the
data and indexes for tables into separate files, instead of the system
tablespace. The innodb_file_per_table option is enabled by default.
– Evaluating whether your data and access patterns benefit from the
InnoDB table or page compression features. It can be
compressed InnoDB tables without sacrificing read/write capability. –
Running the server with the option
NO_ENGINE_SUBSTITUTION

to prevent tables being created with a different storage engine if
there is an issue with the engine specified in the
ENGINE =

clause of

CREATE TABLE student;

InnoDB as Storage Engine, Testing, Benchmarketing and Turning
Off. Issue the SHOW ENGINES statement to view the available
MySQL storage engines. Look for DEFAULT in the InnoDB line.
mysql>SHOW ENGINES;

Alternatively, query the INFORMATION_SCHEMA_ENGINES table.
mysql>SELECT * FROM
INFORMATION_SCHEMA_ENGINES.ENGINES;

If InnoDB is not the default storage engine, it can be determined if
the database server or applications work correctly with InnoDB by
restarting the server with --default-storage-engine=InnoDB defined
on the command line MySQL server option file. Since changing the
default storage engine only affects new tables as they are created,
run all your application installation and setup steps to confirm that
everything installs properly. Then exercise all the application
features to make sure all the data loading, editing, and querying
features work. If a table relies on a feature that is specific to another
storage engine, it will be received an error; add
the ENGINE=other_engine_name clause to the CREATE TABLE
statement to avoid the error. If it is not make a deliberate decision
about the storage engine, and you want to preview how certain
tables work when created using InnoDB, issue the command
ALTER TABLE table_name ENGINE=InnoDB;

for each table. Or, to run test queries and other statements without
disturbing the original table, make a copy:
CREATE TABLE InnoDB_Table (...)

ENGINE = InnoDB
AS SELECT * FROM other_engine_table;

To assess performance with a full application under a realistic
workload, install the latest MySQL server and run benchmarks. Test
the full application lifecycle, from installation, through heavy usage,
and server restart. Kill the server process while the database is busy
to simulate a power failure, and verify that the data is recovered
successfully when you restart the server. Test any replication
configurations, especially if you use different MySQL versions and
options on the master and slaves [6]. Oracle recommends InnoDB
as the preferred storage engine for typical database applications,
from single-user wikis and blogs running on a local system, to highend applications pushing the limits of performance. In MySQL
5.7, InnoDB is the default storage engine for new tables.
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InnoDB cannot be disabled. The --skip-innodb option is deprecated
and has not any effect, and its use results in a warning. It will be
removed in a future MySQL release. This also applies to its
synonyms (--innodb=OFF, --disable-innodb, and so forth). InnoDB
and ACID Model. ACID model is a set of database design principles
that emphasize aspects of reliability that are important for business
data and mission-critical applications. MySQL includes components
such as the InnoDB storage engine that adhere closely to the ACID
model, so that data is not corrupted and results are not distorted by
exceptional conditions such as software crashes and hardware
malfunctions. When it is relying on ACID-compliant features, it is not
needed to reinvent the wheel of consistency checking and crash
recovery mechanisms. In cases where you have additional software
safeguards, ultra-reliable hardware, or an application that can
tolerate a small amount of data loss or inconsistency, you can adjust
MySQL settings to trade some of the ACID reliability for greater
performance or throughput. The following section discusses how
MySQL features, in particular the InnoDB storage engine, interact
with the categories of the ACID model:
1. Atomicity. Involves InnoDB transactions. Related MySQL features
include: - Autocommit setting. - COMMIT statement. - ROLLBACK
statement. - Operational data from the INFORMATION_SCHEMA
tables. 2. Consistency. Mainly involves internal InnoDB processing
to protect data from crashes. Related MySQL features include: InnoDB doublewrite buffer. - InnoDB crash recovery. 3. Isolation
mainly involves InnoDB transactions, in particular the isolation level
that applies to each transaction. Related MySQL features include: Autocommit setting. - SET ISOLATION LEVEL statement. - The lowlevel details of InnoDB locking. During performance tuning, it can be
seen these details through INFORMATION_SCHEMA tables. 4.
Durability. Involves MySQL software features interacting with your
particular hardware configuration. Because of the many possibilities
depending on the capabilities of the CPU server, network, and
storage devices, this aspect is the most complicated to provide
concrete guidelines for. (And those guidelines might take the form of
buy new hardware) Related MySQL features include – InnoDB
doublewrite buffer, turned on and off by the innodb_doublewrite
configuration option. – Configuration option innodb_flush_log_
at_trx_commit. – Configuration option sync_binlog. –
Configuration option innodb_file_per_table. – Write buffer in a
storage device, such as a disk drive, SSD, or RAID array. Batterybacked cache in a storage device. The operating system used to run
MySQL, in particular its support for the fsync() system call. –
Uninterruptible power supply (UPS) protecting the electrical power to
all computer servers and storage devices that run MySQL servers
and store MySQL data. – Your backup strategy, such as frequency
and types of backups, and backup retention periods. – For
distributed or hosted data applications, the particular characteristics
of the data centers where the hardware for the MySQL servers is
located, and network connections between the data centers. InnoDB
Multi-Versioning. InnoDB is a multi-versioned storage engine this
means that it keeps information about old versions of changed rows,
to support transactional features such as concurrency and rollback.
This information is stored in the tablespace in a data structure called
a rollback segment (after an analogous data structure in Oracle).
InnoDB uses the information in the rollback segment to perform the
undo operations needed in a transaction rollback. It also uses the
information to build earlier versions of a row for a consistent read.
Internally, InnoDB adds three fields to each row stored in the
database. A 6-byte DB_TRX_ID field indicates the transaction
identifier for the last transaction that inserted or updated the row.

Also, a deletion is treated internally as an update where a special bit
in the row is set to mark it as deleted. Each row also contains a 7byte DB_ROLL_PTR field called the roll pointer. The roll pointer points
to an undo log record written to the rollback segment. If the row was
updated, the undo log record contains the information necessary to
rebuild the content of the row before it was updated. A 6byte DB_ROW_ID field contains a row ID that increases
monotonically as new rows are inserted. If InnoDB generates a
clustered index automatically, the index contains row ID values.
Otherwise, the DB_ROW_ID column does not appear in any index.
Undo logs in the rollback segment are divided into insert and update
undo logs. Insert undo logs are needed only in transaction rollback
and can be discarded as soon as the transaction commits. Update
undo logs are used also in consistent reads, but they can be
discarded only after there is no transaction present for
which InnoDB has assigned a snapshot that in a consistent read
could need the information in the update undo log to build an earlier
version of a database row. Commit the transactions regularly,
including those transactions that issue only consistent reads.
It cannot discard data from the update undo logs, and the rollback
segment may grow too big, filling up your tablespace. The physical
size of an undo log record in the rollback segment is typically smaller
than the corresponding inserted or updated row. You can use this
information to calculate the space needed for your rollback segment.
In the InnoDB multi-versioning scheme, a row is not physically
removed from the database immediately when you delete it with an
SQL statement. InnoDB only physically removes the corresponding
row and its index records when it discards the update undo log
record written for the deletion. This removal operation is called a
purge, and it is quite fast, usually taking the same order of time as
the SQL statement that did the deletion. If you insert and delete rows
in smallish batches at about the same rate in the table, the purge
thread can start to lag behind and the table can grow bigger and
bigger because of all the “dead” rows, making everything disk-bound
and very slow. In such a case, throttle new row operations, and
allocate more resources to the purge thread by tuning
the innodb_max_purge_lag system variable. Multi-Versioning and
Secondary Indexes. InnoDB multiversion concurrency control
(MVCC) treats secondary indexes differently than clustered indexes.
Records in a clustered index are updated in-place, and their hidden
system columns point undo log entries from which earlier versions of
records can be reconstructed. Unlike clustered index records,
secondary index records do not contain hidden system columns nor
are they updated in-place. When a secondary index column is
updated, old secondary index records are delete-marked, new
records are inserted, and delete-marked records are eventually
purged. When a secondary index record is delete-marked or the
secondary index page is updated by a transaction, InnoDB looks up
the database record in the clustered index. In the clustered index,
the record's DB_TRX_ID is checked, and the correct version of the
record is retrieved from the undo log if the record was modified after
the reading transaction was initiated. If a secondary index record is
marked for deletion or the secondary index page is updated by a
newer transaction, the covering index technique is not used. Instead
of returning values from the index structure, InnoDB looks up the
record in the clustered index. However, if the index condition
p u sh d o wn
optimization
is
enabled,
and
p a r ts
of
the WHERE condition can be evaluated using only fields from the
index, the MySQL server still pushes this part of
the WHERE condition down to the storage engine where it is
evaluated using the index.
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If no matching records are found, the clustered index lookup is
avoided. If matching records are found, even among delete-marked
records, InnoDB looks up the record in the clustered index.
Architecture. The following diagram shows in-memory and on-disk
structures that comprise the InnoDB storage engine architecture.

Figure 2. MySQL Versus Others SQL DBMSs.
MySQL is the must popular DBMS in whole world, right now there
are a lot of detractors with new MariaDB and MongoDB but they can
not reach 400 millions of querys per second as the EURO 2020
expects, nor MariaDB nor MongoDB have probed this performance.
MySQL still is well-recognized for its high performance, flexibility,
reliable data protection, high availability, and management ease.
Proper data indexing can solve the issue with performance, facilitate
interaction and ensure robustness. III. Installing DBMS MySQL for
LAMP Server. Now that we have our Apache Web Server up and
running, it is time to install MySQL. MySQL is a database
management system. Basically, it will organize and provide access
to databases where your site can store information. Again, we
use apt to acquire and install this software:

Figure 1. MySQL Architecture.
To make the reengineering to the engine it is very important that
review InnoDB Internal Memory Structures. This section describes
the four InnoDB internal memory structures. 1. Buffer pool is an
area in main memory where caches table and index data as it is
accessed. The buffer pool permits frequently used data to be
processed directly from memory, which speeds up processing. On
dedicated servers, up to 80% of physical memory is often assigned
to the buffer pool. For efficiency of high-volume read operations, the
buffer pool is divided into pages that can potentially hold multiple
rows. For efficiency of cache management, the buffer pool is
implemented as a linked list of pages; data that is rarely used is
aged out of the cache using a variation of the LRU algorithm.
Knowing how to take advantage of the buffer pool to keep frequently
accessed data in memory is an important aspect of MySQL tuning.

$ sudo apt install mysql-server

Note: In this case, you do not have to run sudo apt update prior to
the command. This is because you recently ran it in the commands
above to install Apache. The package index on your computer
should already be up-to-date.
This command, too, will show you a list of the packages that will be
installed, along with the amount of disk space they'll take up. Enter Y
to continue. When the installation is complete, run a simple security
script that comes pre-installed with MySQL which will remove some
dangerous defaults and lock down access to your database system.
Start the interactive script by running:

---------------------BUFFER POOL AND MEMORY
---------------------Total large memory allocated 2198863872
Dictionary memory allocated 776332
Buffer pool size
131072
Free buffers
124908
Database pages
5720
Old database pages 2071
Modified db pages 910
Pending reads 0
Pending writes: LRU 0, flush list 0, single page
0
Pages made young 4, not young 0
0.10 youngs/s, 0.00 non-youngs/s
Pages read 197, created 5523, written 5060
0.00 reads/s, 190.89 creates/s, 244.94 writes/s
Buffer pool hit rate 1000 / 1000, young-making
rate 0 / 1000 not
0 / 1000
Pages read ahead 0.00/s, evicted without access
0.00/s, Random read
ahead 0.00/s
LRU len: 5720, unzip_LRU len: 0
I/O sum[0]:cur[0], unzip sum[0]:cur[0]

$ sudo mysql_secure_installation

This will ask if you want to configure the VALIDATE PASSWORD
PLUGIN. Note: Enabling this feature is something of a judgment call.
If enabled, passwords which don't match the specified criteria will be
rejected by MySQL with an error. This will cause issues if you use a
weak password in conjunction with software which automatically
configures MySQL user credentials, such as the Ubuntu packages
for phpMyAdmin. It is safe to leave validation disabled, but you
should always use strong, unique passwords for database
credentials. Answer Y for yes, or anything else to continue without
enabling.
VALIDATE PASSWORD PLU GIN can be used to
test passwords and improve security. It
checks the strength of password and allows
the users to set only those passwords which
are secure enough. Would you like to setup
VALIDATE PASSWORD plugin?
Press y|Y for Yes, any other key for No:

It must be observed that: Per second averages provided in InnoDB
Standard Monitor output are based on the elapsed time since
InnoDB Standard Monitor output was last printed.
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If you answer “yes”, you'll be asked to select a level of password
validation. Keep in mind that if you enter 2 for the strongest level,
you will receive errors when attempting to set any password which
does not contain numbers, upper and lowercase letters, and special
characters, or which is based on common dictionary words.

+------------------+-------------------------------------------+-----------------------+-----------+
| user
| authentication_string
| plugin
| host
|
+------------------+-------------------------------------------+-----------------------+-----------+
| root
|
| auth_socket
| localhost |
| mysql.session
| *THISISNOTAVALIDPASSWORDTHATCANBEUSEDHERE | mysql_native_password | localhost |
| mysql.sys
| *THISISNOTAVALIDPASSWORDTHATCANBEUSEDHERE | mysql_native_password | localhost |
| debian-sys-maint | *CC744277A401A7D25BE1CA89AFF17BF607F876FF | mysql_native_password | localhost |
+------------------+-------------------------------------------+-----------------------+-----------+
4 rows in set (0.00 sec)

In this example, you can see that the root user does in fact
authenticate using the auth_socket plugin. To configure the root
account to authenticate with a password, run the following ALTER
USER command. Be sure to change password to a strong password
of your choosing

There are three levels of password
validation policy:
LOW
Length >= 8
MEDIUM Length >= 8, numeric, mixed case,
and special characters
STRONG Length >= 8, numeric, mixed case,
special characters and dictionary
file

mysql> ALTER USER 'root'@'localhost'
IDENTIFIED WITH mysql_native_password
BY 'password';

Please enter 0 = LOW, 1 = MEDIUM and 2 =
STRONG: 1

Then, run FLUSH PRIVILEGES which tells the server to reload the
grant tables and put your new changes into effect:

Regardless of whether you chose to set up the VALIDATE
PASSWORD PLUGIN, your server will next ask you to select and
confirm a password for the MySQL root user. This is an
administrative account in MySQL that has increased privileges.
Think of it as being similar to the root account for the server itself
(although the one you are configuring now is a MySQL-specific
account). Make sure this is a strong, unique password, and do not
leave it blank. If you enabled password validation, you'll be shown
the password strength for the root password you just entered and
your server will ask if you want to change that password. If you are
happy with your current password, enter N for "no" at the prompt:

mysql>FLUSH PRIVILEGES;

Check the authentication methods employed by each of your users
again to confirm that root no longer authenticates using the
auth_socket plugin:
mysql>SELECT user, authentication_string,
plugin, host FROM mysql.user;

O u tp u t:
SELECT user,authentication_string,plugin,host FROM mysql.user;
Output
+------------------+-------------------------------------------+-----------------------+-----------+
| user
| authentication_string
| plugin
| host
|
+------------------+-------------------------------------------+-----------------------+-----------+
| root
| *3636DACC8616D997782ADD0839F92C1571D6D78F | mysql_native_password | localhost |
| mysql.session
| *THISISNOTAVALIDPASSWORDTHATCANBEUSEDHERE | mysql_native_password | localhost |
| mysql.sys
| *THISISNOTAVALIDPASSWORDTHATCANBEUSEDHERE | mysql_native_password | localhost |
| debian-sys-maint | *CC744277A401A7D25BE1CA89AFF17BF607F876FF | mysql_native_password | localhost |
+------------------+-------------------------------------------+-----------------------+-----------+
4 rows in set (0.00 sec)

Using existing password for root.
Estimated strength of the password: 100
Change the password for root? ((Press y|Y
for Yes, any other key for No) : n

You can see in this example output that the root MySQL user now
authenticates using a password. Once you confirm this on your own
server, you can exit the MySQL shell:

For the rest of the questions, press Y and hit the ENTER key at each
prompt. This will remove some anonymous users and the test
database, disable remote root logins, and load these new rules so
that MySQL immediately respects the changes you have made.
Note that in Ubuntu systems running MySQL 5.7 (and later
versions), the root MySQL user is set to authenticate using the
auth_socket plugin by default rather than with a password. This
allows for some greater security and usability in many cases, but it
can also complicate things when you need to allow an external
program (e.g., phpMyAdmin) to access the user. If it is preferred to
use a password when connecting to MySQL as root, you will need to
switch its authentication method from auth_socket to
mysql_native_password. To do this, open up the MySQL prompt
from your terminal:

mysql>exit;

At this point, your database system is now set up and you can move
on to installing PHP, the final component of the LAMP stack.
CONCLUSIONS
The DBMS MySQL Community Server was presented as the second
unit of LAMP Technology. It is the 57% Relational DBMS on whole
World Wide Web without account the Intranets. It must see what
Noncompatible Platform as not Linux, not Unix, not Irix, not Solaris,
not Mac. The main contribution is the development of a standard
way to set up the DBMS MySQL Community Server that works on
internet.

$ sudo mysql

Next, check which authentication method each of your MySQL user
accounts use with the following command:
mysql>SELECT user,
authentication_string,
plugin,
host
FROM
mysql.user;

O u tp u t:
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