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Abstract—Recent sequence-to-sequence text-to-speech systems
have outperformed the traditional HTS approach and achieved
state-of-the-art results in terms of naturalness, however, is required a large number of <text, audio> pairs to not overfitting
these systems. Moreover, research has mainly focused on the
English language. Thus there have been only a few investigations
into such models with the Mexican Spanish language. Therefore,
in this paper, we report our experiment on Tacotron-2 that aims
to generate natural Mexican Spanish speech.
Index Terms—speech synthesis, mexican spanish, tacotron-2,
sequence-to-sequence

I. I NTRODUCTION
Text-to-speech (TTS) aims to generate a sequence (speech)
given another sequence (characters). TTS based on hidden
Markov models (HTS) was state-of-the-art until 2015.
Unit Selection Systems (USS) [1] and Statistical Parametric
Speech Synthesis (SPSS) [2] were the main TTS approaches.
The first one works directly with speech segments were mainly
of these segments are sub-phonemes or diphonemes; this
approach stores a large number of these features.
The SPSS systems generate the parameters for each word
frame. There is a set of features for each diphoneme (or
another similar segment). Unlike USS, produce an adequate
sound with SPSS is straightforward [3]. However, generate
sound from the parametric representation with the vocoder
produces some noise in the speech [3], [4].
SPSS systems have shown to produce high-quality Mexican Spanish (MS) speech by using Mel Frequency Cepstral
Coefficients (MFCC) [5] and Line Spectrum Pair (LSP) [6]
parameters. The speech quality achieves a mean opinion score
(MOS) of 3.8 [7].
There were some advances in Deep Neural Networks (DNN)
methods from 2013 to 2015 [8], [9]. However, the first DNN
system that outscored HTS appeared in 2016 in a demo session
at ISCA Speech Synthesis Workshop [10].
Recent sequence-to-sequence TTS systems such as Transformer [11], Tacotron [12] and Tacotron 2 [13] generate
speech using a single feature prediction sequence-to-sequence
neural network with attention and an autoregressive model
for waveform synthesis. [10], [14], [15]. This approach has
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achieved state-of-the-art results in terms of naturalness, however, is required a large number of <text, audio> pairs to not
overfitting these models.
Moreover, research has mainly focused on the English
language. Thus there have been only a few investigations into
such models with the Mexican Spanish language.
Therefore, in this paper, we report our experiment on
Tacotron-2 that aims to generate natural Mexican Spanish
speech. Due to the limited amount of available data, we use
pre-trained layers on the English language. We also use pretrained LJ-Speech [16] WaveNet to generate a new voice.
Furthermore inspired by [17] we experimented with different
Tacotron-2 training schedules. The correct hyperparameter
setting enabled higher naturalness of speech and faster convergence speed.
II. ATTENTION - BASED SEQUENCE - TO - SEQUENCE
Sequence-to-sequence models [18], [19] learn to maximize
the probability of the correct output sequence. These models
consist of an encoder for input and a decoder for output.
A. Encoder
The encoder neural network converts an input sequence
x = (x1 , . . . , xT x ) into a hidden feature sequence h =
(h1 , . . . , hT x ) where:
ht = f (U xt + W ht−1 )

(1)

Tactoron-2 last encoder layer is a deep bi-directional [20]
LSTM [21] to learn long-term dependencies:
it = σ(Ui xt + Wi ht−1 )

(2)

ft = σ(Uf xt + Wf ht−1 )

(3)

ot = σ(Uo xt + Wo ht−1 )

(4)

ct = tanh(Uc xt + Wc ht−1 ) ◦ it + ct−1 ◦ ft

(5)

ht = tanh(ct ) ◦ ot

(6)

where ◦ denotes the Hadamard product. The encoder hidden
state is computed by the forward and backward states concate→
− ←
−
nation ht = [ ht T ; ht T ]T .

III. E XPERIMENTS

B. Decoder
The decoder produces an output sequence y =
(y1 , . . . , yT y ) from the hidden feature sequence. This model
generates the next yi , given the previously predicted sequence
to estimate the conditional probability:

p(y1 , . . . , yTy |h1 , . . . , hTx ) =

Ty
Y

A. Dataset
We constructed an MS single speaker speech dataset, which
contains 8504 <text, audio> pairs (9.3 hours). We used
AudioSegment1 and speech recognition2 Python packages to
split audiobooks from LibriVox and generate the transcription.
Figure 1 shows the distribution of audio lengths.

p(yi |y1 , . . . , yi−1 , h), (7)

i=1

In [19], h is a fixed dimensional representation of the input
sequence x, given by the last hidden state of the network.
Unlike machine translation networks, the TTS decoder generates a much longer output sequence. Since the performance
of the model deteriorates as the length of the sequence
increases [22], the attention-based sequence-to-sequence [23]–
[25] approach learns alignments during translation between
inputs and outputs.
p(yi |y1 , . . . , yi−1 , h) = f (si−1 , gi , yi−1 )

(8)

The attention [23] selects information from h to compute
the prediction of the next output. Each decoding step computes
a hidden state shuch that si = g(si−1 , gi , yi ). The context
vector gi is a weighted sum of h:

gi =

Tx
X

Fig. 1. MS single speaker speech dataset audio durations.

TABLE I
H YPERPARAMETER S ETTINGS

αi,t ht

(9)

t=1

exp(score(si−1 , ht ))
.
αi,t = PTx
t=1 exp(score(si−1 , ht ))

(10)

where αi,t are the attention weights. In content-based attention
[23], a feed-forward network parametrizes the alignment score:
score(si−1 , ht ) = wT tanh(U si−1 + W ht )

(11)

Since this architecture scores the elements of h regardless
of their location, the hybrid attention mechanism [26] use the
attention weights from the previous time step, as in [27]:
pi = T ∗ αi−1

(12)

score(si−1 , ht , αi−1 ) = wT tanh(U si−1 + W ht + V pi,t )
(13)
where w, U , W , V , T are trainable parameters. The convolution is denoted by ∗ and pi,t are convolutional features
computed by convolving trainable filters with the attention
weights from the previous time step. Tacotron-2 attention
is location-sensitive from [26], which extends the additive
attention mechanism [23] to use cumulative attention weights
from previous decoder time steps as an additional feature:

Model
ID
M1
M2
M3
M4

Start decay
50k
”
1.5k
1

Hyperparameter
Decay steps
Minibatch size
50k
5
”
6
”
”
20k
”

B. Training
We trained open-source Tacotron-2 [28] on a single GPU
with the MS dataset. We adopted the same hyperparameters
for model M1 in [13] with batch-size = 6. As shown in Figure
2, learn alignments requires more than 100k time steps.
Recent TTS systems have shown improve the locationsensitive attention mechanism by using pre-training methods
[29], [30], but to our knowledge, no paper has shown that
decaying the learning-rate with pre-trained layers on a different
language, enables faster convergence speed.
Inspired by [17], we trained several Tacotron-2 systems
as listed in Table 1. We compared four different schedules
with decay-rate = 0.4. Since the model trained on LJ-Speech
cannot be directly applied to MS due to the language symbols
mismatch, we first built a Tacotron-2 model for Spanish. To
increase batch-size = 6, long-duration samples were removed.
M3 and M4 alignments at 1k time steps are shown in Figure
2.
1 https://github.com/MaxStrange/AudioSegment
2 https://github.com/Uberi/speech_recognition

Fig. 2. Location-sensitive attention comparison of M1 (top-left) at 100k time
steps and M2 (top-right), M3 (bottom-left) and M4 (bottom-right) at 1k time
steps.

Fig. 5. Tacotron-2 learning-rate.
TABLE II
M EAN OPINION SCORE EVALUATION
Model
M1 (Griffin-Lim)
M2 (Griffin-Lim)
M4 (Griffin-Lim)
M4 (WaveNet)

Mean opinion score
3.24 ± 0.708
3.88 ± 0.430
3.92 ± 0.391
4.46 ± 0.573

Pre-trained
No
Yes
”
”

D. Resutls
As shown in Figures 4 and 5, the M4 hyperparameter setting
enables higher naturalness of speech and faster convergence
speed. The spectrogram prediction is shown in Figure 3.
Fig. 3. Mel-spectrogram predicted (top) from M4 and natural melspectrogram (bottom).

C. Evaluation
Ten listeners evaluated 5 samples3 generated by each model.
We synthesized the audio using Griffin-Lim and pre-trained
English WaveNet, the obtained results are shown in Table 2.
3 https://github.com/Ajolotl/Tacotron-2-mx

IV. C ONCLUSIONS
In this preliminary work, we trained Tacotron-2 on MS. We
compared different TTS training schedules and obtained high
MOS evaluation and faster convergence speed by using pretrained layers on a different language. We also generated a
new MS voice using English pre-trained WaveNet.
However, predict each waveform time step with WaveNet
is computationally expensive. To enable parallel training and
improve long-term memory, future work plans to try new
waveform synthesis approaches as [31] and the Transformer
architecture to enhance the feature prediction network.
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